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Research projects in the College of Engineering and Computer Science 

 

 

1. Automated Data Cleaning Via Logic 

 

Supervisor: Rajeev Gore [Rajeev.Gore@anu.edu.au]  

Data is usually collected as tables, but such tables usually contain many errors due to mistyping or 
just misunderstanding of questions. For example, a record may claim that a 5 year old is married. 
The Fellegi-Holt method of data cleaning is a standard way to find the minimal changes required to 
correct a record. We have shown that the essence of the Fellegi-Holt method of data cleaning is an 
old method from automated deduction called propositional resolution. 

Goal: The aim of the project is to implement a prototype for the Fellgi-Holt method of data cleaning 
using fast SAT solvers or fast consequence finders. 

A good background in maths will be useful. 

There is a high chance that this could lead to a conference publication and/or a Phd here working on 
data cleaning via logic. 

 

 

2. Automated Reasoning for Artificial Intelligence 

 

Supervisor: Rajeev Gore [Rajeev.Gore@anu.edu.au]  

Much current research in Artificial Intelligence currently utilises non-classical logics called modal 
logics. These logics can capture notions like time, space, obligation, knowledge, belief etc. which 
classical logic cannot do as easily. But the interests of AI researchers rarely look at the task of 
actually building efficient reasoners for such logics. We have recently developed automated theorem 
provers for very expressive modal logics. The question is: are they any good for AI research? 

The goal of the project is to build more specialised automated reasoners for logics with applications 
in Artificial Intelligence. We have a framework, and we need help to tailor it to the needs of AI. 

A strong background in maths or logic would be extremely useful, but is not necessary. Of more 
importance is enthusiasm and an interest in the formal side of AI. You will need to learn the theory 
of modal logics and how to automate them. Then you will need to learn the uses of these logics in AI. 
Finally, you will need to use our technology to build the provers that are needed by AI researchers. 

This project will introduce you to an area of theoretical computer science which mixes theory and 
practice and may lead to a publication. It will form a good basis for doing a Phd, either with us, or at 
another university. 
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3. Computing Optimal Genome Edit Distances via Heuristic Search 

 

Supervisor: Patrik Haslum [Patrik.Haslum@anu.edu.au] 

Comparison of the arrangement of genes in mitochondria or chloroplasts is a tool used in 
determining the evolutionary history of life on Earth. One way to measure similarity between 
genomes is by their edit distance: the minimal (weighted) sequence of rearrangement events 
needed to transform one genome into another. An edit distance metric is defined by a set of edit 
operations (and their relative weights). While polynomial-time algorithms for calculating the optimal 
edit distance are known when the only operation considered is inversion, no such algorithm is 
known for more general sets of edit operations, such as the commonly considered inversion, 
transposition and transversion operation set. 

The genome rearrangement problem under these operations (and, indeed, under many other edit 
operation sets) is naturally formulated as a search problem. Thus, we can try to solve it optimally 
using optimal informed search algorithms like A*, together with admissible heuristics. However, the 
genome edit distance problem challenges existing heuristic search methods in ways that other 
puzzle-type problems (which are often used as benchmarks in research into heuristic search) don't. 

A first approach (implemented by summer scholar Zhi Yang Wong in 2011/12) was to use standard 
A* search, with a state-of-the-art abstraction-based admissible heuristic. This, however, does not 
scale up to solve problems as large as we would like. 

A second attempt (implemented by honours student Joshua Nelson in 2013) was to use constraint 
programming techniques to solve the problem. This scaled slightly better, but still we are only able 
to find optimal solutions to problems of about half the size we need. 

The next step in this research project is to examine more advanced optimal search enhancements, 
such as symmetry reduction, partial expansion, and others. 

Good programming skills are required. A basic understanding of optimal heuristic search is an 
advantage. 

 

 

4. Discovering Inconsistent Data in a Dynamic World 

 

Supervisor: Qing Wang [Qing.Wang@anu.edu.au] 

Inconsistent data exists everywhere, but is not always evident. Using inconsistent data may lead to 
poor decision making, expensive mistakes, communication chaos etc. There is an increasing industry-
driven demand for tools that can efficiently identify and reduce inconsistent data. One important 
aspect of developing such tools is to find efficient and effective ways of capturing the structure and 
semantics of data, which will enable the detection of inconsistent data. 

This project aims to analyse and mine patterns of inconsistencies occurring among data, and then 
develop efficient algorithms to capture and resolve inconsistent data based on such patterns. 
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Students will gain a solid understanding of data mining and database technologies, and learn how to 
use these techniques to analyse data and improve data quality. Students will need to have strong 
skills in software development (Java, Python or C). A solid knowledge background in data mining and 
relational database is desirable. 

 

 

5. Efficient Cost-Bounded Search and Planning 

 

Supervisor: Patrik Haslum [Patrik.Haslum@anu.edu.au] 

Many planning problems require solutions that meet hard limits: a project must meet its budget, a 
daily schedule cannot fill more than 24 hours, an airplane carries a limited amount of fuel, and so on. 
Finding solutions to such bounded problems is different from traditional optimisation: the objective 
is not to find the best solution (i.e. the one that uses the least time, money, fuel etc.), but to find any 
acceptable solution (i.e. one that is within the bound), and to find it as quickly as possible. 

Recently, some new heuristic search algorithms for solving such cost-bounded problems have been 
proposed (see references below). But there are many questions still to answer: What is it that makes 
these algorithms effective? What kinds of problems will they fail on? And are there in fact simpler 
algorithms that can achieve equally good results? 

The aim of this project is to test a wide variety of heuristic search algorithms for bounded-cost 
planning. It involves some implementation (building on existing frameworks for heuristic search 
planning), but most of all experimentation, using a wide range of different planning problems. It may 
also be necessary to design new, artificial, problems to test specific hypotheses about the interplay 
between the structure of the search space, the heuristics used, and the search algorithms. 

A basic understanding of heuristic search is advantageous. 

Background Reading: 

Roni Stern, Rami Puzis, Ariel Felner. "Potential Search: A Bounded-Cost Search Algorithm". ICAPS 
2011 (PDF) 

Jordan Tyler Thayer, Roni Stern, Ariel Felner, Wheeler Ruml. "Faster Bounded-Cost Search Using 
Inadmissible Estimates". ICAPS 2012. 

Patrik Haslum. "Heuristics for Bounded-Cost Search", ICAPS 2013. 

 

 

6. Graph Visualisation: From Data to Insight 

 

Supervisor: Qing Wang [Qing.Wang@anu.edu.au] 

Graph analysis has proliferated rapidly in recent years, and it has useful applications across a wide 
range of fields, such as social science, computer science, biology and archaeology. One critical aspect 
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of graph analysis is visualisation: i.e., given a large graph with possibly millions or even billions of 
vertices, such as a Facebook social network or a Twitter graph, how can we efficiently generate 
graph visualizations which can reveal intricate structures in data or preserve important properties of 
interest to analysts? In essence, the purpose of visualisation is insight, not data itself.  

The goal of this project is to develop visualisation techniques that can support large graph analysis 
applications. This consists of two tasks: (1) developing a visualization strategy that can efficiently 
visualize graphs at different levels of abstraction, and (2) designing visualisation algorithms that can 
reveal several important visual properties of interest, such as clustering and ordering. 

Students will gain a solid understanding of visualisation technologies for graph analytics. They will 
get hands on experience in developing visualisation tools for graphs. Applicants will need to have 
strong skills in software development (Java, Python or C). 

Background reading: 

[1]. M. Liu and Q. Wang, Rogas: A Declaratice Framework for Network Analysis, 42nd International 
Conference on Very Large Data Bases (VLDB), demo, 2016. 

[2]. Rogas' Code in Github: https://github.com/CornucopiaRG/Rogas 

 

 

7. Human Centred Computing / Bio-inspired Computing 
 
 
Supervisor: Tom Gedeon [Tom@cs.anu.edu.au] 
 
Have fun learning how computers can be more useful to human beings.  I believe in teamwork, so 
my projects and their meetings will often have a range of students from summer research to 
Honours to PhD students. Please see my own student projects page at: 
http://cs.anu.edu.au/people/Tom.Gedeon/projects.html. 
 
 
 
 

8. eTherapy via Virtual Reality 
 
 
Supervisor: Tom Gedeon [Tom@cs.anu.edu.au] 
 
This project is a collaboration with the Research School of Psychology. Currently, online eTherapy is 
web/email based. We're working on a smartphone app, and the next step over Summer will be to 
extend it to Virtual Reality. The focus is on improving the lives of people suffering from Obsessive 
Compulsive Disorder, so your work with us will help those suffering from a serious mental disorder. 
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9. Planning a Story 

 

Supervisor: Patrik Haslum [Patrik.Haslum@anu.edu.au] 

The plot (or narrative) of a story has some similarity with a plan, as it is usually defined in classical AI 
planning. It is a sequence of events, each of which can be viewed as an action that changes the state 
of the world. For a story to be perceived as coherent and plausible, the event sequence must be 
logically possible (i.e. preconditions achieved before an action takes place) and connected by causes 
and effects (i.e. each event contributes something to the story, by setting the stage for later events; 
this corresponds to a notion of non-redundancy in plans).  

The "goal" of a story, in this view, is the end state that the story's author has in mind. However, 
there more requirements on a narrative than on a plan: in addition to being logically sound, it should 
be believable, and perhaps also entertaining. One aspect of this is the believability of the actions of 
characters in the story: the characters actions should not only be possible, and be contributing to 
the overall goal of the story, but should be perceivable as contributing to the goals that the 
character has (which are not necessarily the same as the goal of the story). Each action done by each 
character in the story should be motivated by (i.e., directly or indirectly contribute to achieving) a 
goal of the character. Of course, goals of a character can change throughout the course of the story, 
as they are influenced by other characters, or events in the world around them. But each such 
change of a character’s goals must also have a cause.  

Using the connection between narratives and planning, Reidl and Young ("Narrative Planning: 
Balancing Plot and Character", Journal of AI Research, vol. 39, p. 217-268, 2010) created a "narrative 
planner", by extending a traditional partial-order causal link planner with a mechanism to enforce 
the extra constraint of respecting character motivations. However, it is also possible to compile the 
narrative planning problem into a classical planning problem, and solve it using any classical planner. 
(This is also much more efficient than Riedl &: Young's planner.) The compilation is described in a 
recent research note ("Narrative Planning: Compilations to Classical Planning", Journal of AI 
Research, vol. 44, p. 383-395, 2012). 

There are several directions in which to continue this investigation: 

    The study of compilations revealed that there are many limitations to the current narrative 
planning model: for example, it does not allow for characters that make mistakes or fail to achieve 
their goals, or for characters' state of knowledge. Some of these limitations can be removed by 
developing different compilations. This is a topic for future research. 

    However, the most significant obstacle to using the planning approach to story generation in 
practice is that the planning model must formally describe all available actions. To enable rich, 
unconstrained story generation we will need very large, comprehensive action models. A possible 
way to tackle this problem is by learning action models, or other models that capture causal 
information about actions and consequences, from examples of stories. Another approach, that has 
been quite successful for many natural language tasks, is to crowd source model building. 

Depending on the scope (single semester, Honours, Summer scholar) and student interests, a project 
can be made to cover just part of one of these, a whole topic, or more than one of them. 
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Background reading: 

    Reidl and Young, "Narrative Planning: Balancing Plot and Character", Journal of AI Research, vol. 
39, p. 217-268, 2010, which can be found in JAIR's on-line archive. 

    Haslum, "Narrative Planning: Compilations to Classical Planning", Journal of AI Research, vol. 44, p. 
383-395, 2012, also available on-line from JAIR. 

 

 

10. Planning Under Uncertainty using Compilation to Deterministic Planning 

 

Supervisor: Enrico Scala [Enrico.Scala@anu.edu.au]  

Automated planning is a well-known area of artificial intelligence. Its aim is the automated synthesis 
of high level courses of actions and control programs for autonomous systems such as robots. Given 
a formal specification of the environment surrounding the robot, and of the actions available to the 
robot, a planner must decide the sequence of actions that the robot will perform to achieve given 
objectives in its environment (e.g. have all clean plates in the cupboard and all dirty plates in the 
dishwasher). 

In a classical planning problem, the current state of the robot and the effects of the available actions 
on the environment are known with certainty. There exist efficient classical planners for these 
problems, such as those our research group has developed. Planning becomes more complicated 
when the effects of actions and the current state of the robot's environment are only 
probabilistically known. In this case, one seeks a sequence of actions which achieves the objectives 
with high probability. This is called Conformant Probabilistic Planning (CPP). 

The goal of the project is to build a CPP planner by translating the CPP problem into a classical 
planning problem that involves numbers and numeric operations, with which we can reason about 
probabilities. This will enable to solve CPP problems using a recent state of the art classical numeric 
planner which we have developed, rather than building a completely new planner. 

Many interesting research questions arise such as: is numeric planning a suitable target language to 
solve CPP problems? What are the theoretical/practical implications of such a translation? This 
project is ideal for someone wanting to pursue honours or PhD studies in AI later on. It will be 
suitable to someone with a good mix of theoretical and practical skills. 

 

Background reading: 

- Geffner, H. and Bonet, B., 2013. A concise introduction to models and methods for automated 
planning. Synthesis Lectures on Artificial Intelligence and Machine Learning, 8(1), pp.1-141. 
(http://www.morganclaypool.com/doi/abs/10.2200/S00513ED1V01Y201306AIM022) 

- Scala E., Haslum P., Thiebaux S. “Heuristics for Numeric Planning via Subgoaling” IJCAI 2016 
(https://scholar.google.com.au/citations?view_op=view_citation&hl=en&user=lgfpklAAAAAJ&sortby
=pubdate&citation_for_view=lgfpklAAAAAJ:ldfaerwXgEUC) 

6 
 

mailto:Enrico.Scala@anu.edu.au


ANU Summer Research Scholarship 2016/17 

- Scala E., Haslum P., Thiebaux s., Ramirez M. “Interval-based Relaxation for General Numeric 
Planning” ECAI 2016 (to appear, ask me for a copy of it) 

- Brafman R., Taig R. “A Translation Based Approach to Probabilistic Conformant Planning” ADT 2011, 
LNAI 6992 (http://link.springer.com/10.1007%2F978-3-642-24873-3_2) 

- Bayesian Network from Russel and Norvig Book:  “Artificial Intelligence: A Modern Approach” 
(http://library.anu.edu.au/record=b2390084) 

 

 

11. Programming - It's a Snap! 

 

Supervisor: Patrik Haslum [Patrik.Haslum@anu.edu.au] 

Snap! is a visual, drag-and-drop programming language. Programs are "written" by assembling 
"blocks" in a graphical interface – all that is needed to run it is a web browser. 

 

The purpose of a language like Snap! is to make it easier to learn programming, helping beginner 
programmers overcome the "syntax barrier". Unlike earlier visual programming environments, like 
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Scratch, Snap! offers a full-featured programming language, with data structures (dynamic arrays), 
the ability to define and call functions, and even function closures and higher-order programming. 
We think that Snap! can be a great tool for teaching introductory programming, even at the 
university level, and are trialling it in the course "The Art of Computing". To be easy to use and 
platform-independent, the Snap! IDE and interpreter are fully implemented in JavaScript so that it 
can be run directly in a web browser, without any installation process. However, the Snap! IDE and 
interpreter are still in need of further development.  

In particular: 

• The IDE lacks debugging facilities. When a Snap! run-time error occurs, it is often hard to 
locate the point of failure, and there is no tracing or stepping facility. 

• The Snap! interpreter (and to some extent also the IDE) is very inefficient. This, 
unfortunately, puts some limitations on the algorithms and programming concepts that can 
be explored in the language. In part, this may be due to the browser's JavaScript engine, but 
the interpreter could also be made more efficient, perhaps using internal compilation of 
Snap! to JavaScript. 

The goal of this project is to tackle the limitations of the current Snap! implementation (one or both, 
depending on the project scope, e.g., whether it is a single semester, honours, group project, etc). 

Snap! is open source, hosted on github. We hope that the development done in this project can be 
contributed back to the Snap! project, making it a better tool for everyone teaching or learning 
programming. 

A solid understanding of programming language concepts (such as function closures, abstract 
machines, etc), especially functional programming languages, is very useful. Experience 
programming in JavaScript and a browser environment is also useful. 

 

 

12. Redox Materials for High-Temperature Solar Thermochemical Energy Storage 

 

Supervisor: Wojciech Lipiński [Wojciech.Lipinski@anu.edu.au] 

This project focuses on evaluating new redox materials for high-temperature solar thermochemical 
energy storage. Such storage systems are developed to match solar availability transients to demand 
time characteristics of electricity or industrial process systems. Based on literature review and 
preliminary research, selected model compositions of candidate metal oxides will be identified. The 
identified materials will be evaluated with respect to their redox performance using thermodynamic 
equilibrium calculations. In addition, material samples will be synthesised and evaluated using 
standard laboratory methods (SEM, XRD, BET, ellipsometry). Conclusive remarks summarising the 
suitability of the investigated materials for high-temperature thermochemical energy storage will be 
delivered at the end of this summer project. 

Tasks: 
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1. Literature review on concentrating solar thermal technologies, in particular solar 
thermochemistry. 

2. Literature review on redox materials for solar thermochemical energy storage and fuel 
production. 

3. Material screening and selection of model compositions. One promising class of materials are 
manganese–iron mixed metal oxides. 

4. Thermodynamic equilibrium calculations using software packages HSC and/or FactSage for 
selected model material compositions. 

5. Synthesis of selected materials in form of thin films. 

6. XRD, SEM, ellipsometric characterisation of the thin film samples. 

7. Data processing and conclusions on suitability of the developed material for high-temperature 
solar thermochemical energy storage. 

8. Preparation of the report draft and submission to the supervisor at least two weeks before the 
project end date. 

9. Final report completion. 

Deliverables: 

• 2 electronic copies (on a CD/DVD or memory key) of a final project data set: data, figures and 
drawings, source codes, and documents (final report in MS Word or LATEX and PDF, collected 
literature, auxiliary documents) 

• 2 hardcopies of the final report 

• Deliverables as officially required by ANU. 

Please note: The list of research tasks serves only as a guideline, and may be adjusted based on 
progress and/or intermediate results. 

 

 

13. Uncovering social links through stochastic point processes 

 

Supervisor: Marian-Andrei Rizoiu [marian-andrei.rizoiu@anu.edu.au] 

Description: The current state-of-the-art modeling of information diffusion is based stochastic 
generative processes, which capture key intuitions of information dissemination. One such model is 
the Hawkes self-exciting processes, a special case of non-homogeneous Poisson processes, in which 
the occurrence of each event makes future events more probable. Fitting model parameters is 
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usually done by maximizing the likelihood on a sequence of observed data. However, this does not 
expose the relations between events, or which event generated a given event. 

The task: The purpose of this project is to devise a method to fit using EM (Expectation 
Maximization) the model parameters of a Hawkes process with powerlaw decay kernel, which allows 
uncovering the paternity relation between events. Ideally, a prototype would also be implemented, 
starting from existing code and libraries. 

Gain and requirements: Students will gain strong understanding in modeling real-life social 
processes, construction abstraction from real data and devising theoretical models for social media. 
Students should have a good background in mathematics, machine learning and/or mathematical. 
Knowledge of prototyping languages (Python or R) is desirable. 

 

 

14. Verified Vote counting 

 

Supervisor: Rajeev Gore [Rajeev.Gore@anu.edu.au]  

 

Many jurisdictions around the world are starting to use computers for casting and counting votes, 
even at national elections. Two vital but orthogonal questions arise: 1: Are the votes recorded, 
transmitted and stored correctly and securely? 2: Are the stored votes counted correctly? The first 
question has received much attention, but the second question has received hardly any because 
many jurisdictions use a simple "first past the post" method for counting votes. Many jurisdictions in 
Australia, and especially the Australian Capital Territory, use a single transferable voting scheme 
which is notoriously hard to count, even with computers. 

Our goal is to produce a fully verified vote counting program for single transferable voting, especially 
the Hare Clark version used in Canberra. Your task will be to familiarise yourself with the problem 
and contribute to our research. We have done a lot of preliminary work and you would be guided by 
experts in this field. 

You will need a good background in maths and theoretical computer science since all of our work is 
based on logic. A background in functional programming would also be useful e.g. OCaml or Haskell 
or ML. Successful completion of the project is likely to lead to a conference paper. 

 

Background Reading: http://users.cecs.anu.edu.au/~rpg/EVoting/ 
http://users.cecs.anu.edu.au/~rpg/Publications/Ele...  

 

 

 

 

 

10 
 

mailto:Rajeev.Gore@anu.edu.au
http://users.cecs.anu.edu.au/%7Erpg/EVoting/
http://users.cecs.anu.edu.au/%7Erpg/Publications/Ele


ANU Summer Research Scholarship 2016/17 

15. Visualizing humans dynamics in multimodal cities 

 

Supervisor: Marian-Andrei Rizoiu [marian-andrei.rizoiu@anu.edu.au] 

Description: The "liveable" cities are not the "drivable" cities. But what makes a city liveable? Smart 
design, green patches, interconnected vehicles and infrastructure, multi-modal transportation? 
Many cities are experimenting with alternative forms of transportation, among which is the share 
biking. Being rented for short amounts of time (usually 30 min to an hour), picked up and set down 
in stations scattered around cities, bike sharing quickly became popular in places like Melbourne, 
Paris, Amsterdam or New York. 

The task: In this project, we study a fleet of bikes and their stations in New York city, using 10min 
granular data for an entire year. Apart from the obvious task of network rebalancing (i.e. nobody 
wants to take a bike uphill, but everyone expects finding bikes there in the morning), the dataset 
allows to study the human dynamics inside the city, their daily, weekly, and yearly patters. The first 
task in the project will be to visualize the flow and usage of the bikes, while the second task is to 
predict network usage in relation to weather data (already collected for the same period). 

Gain and requirements: Students will gain hand-on experience with working with large volumes of 
real online social data and with visualizing paradigms. They will go through all the stages of effective 
data mining, starting with working with online social networks APIs (Twitter, Youtube), cleaning and 
summarizing data and to applying basic machine learning algorithms and measures to extract 
information. Students will need to have strong skills in software development (Java, Python or R). A 
solid knowledge background in visualization (D3JS, Shiny for R) is desirable. 

 

16. Visualizing spatio-temporal characteristics of online information diffusion  

 

Supervisor: Marian-Andrei Rizoiu [marian-andrei.rizoiu@anu.edu.au] 

Description: Despite current interest, how information diffuses in real online networks is still largely 
not understood. Current stochastic modeling assumes the diffusion unfolds in homogeneous and 
infinite social systems. A closer-to-reality model should include modeling local network topology 
(like cliques or neighborhoods) and its temporal shifts. However, identifying the factors that 
modulate the flow of information in such a large network and extracting the right descriptors are still 
open challenges. 

The task: The purpose of this project is to study life diffusions on a large collection of tweeted 
Youtube videos, by first performing a spatial and temporal profiling of the diffusions, followed by 
detecting and visualizing successions of burst in "dense regions". 

Gain and requirements: Students will gain hand-on experience with working with large volumes of 
real online social data ("social Big Data") and with visualizing paradigms. They will go through all the 
stages of effective data mining, starting with working with online social networks APIs (Twitter, 
Youtube), cleaning and summarizing data and to applying basic machine learning algorithms and 
measures to extract information. Students will need to have strong skills in software development 
(Java, Python or R). A solid knowledge background in visualization (D3JS,  Shiny for R) and NoSQL 
databases is desirable. 
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Research projects at Data61 

 

1. The ANU Microgrid 

 

Supervisor: Hassan Hijazi [Hassan.Hijazi@anu.edu.au]   

ANU pays 12 million dollars in electricity bills annually. The alternative is to invest in a self-sufficient 
microgrid on the ANU campus. 

The current project is about improving existing mathematical models for the optimal design and 
operations of microgrids. All models will be implemented in Powertools 
(http://hhijazi.github.io/PowerTools/), an open source library developed at Data61 and the ANU 
Research School of Computer Science. 

The ultimate goal is to be able to answer the following questions: 

• Can ANU reduce its electricity bill by investing in a microgrid? When does it become 
economically viable?  

• Can a microgrid offer high quality of service guarantees in terms of power supply? 

Required skills: 

• Experience and fluency with computer programming in C++. (Mandatory) 
• Excellent problem-solving skills for developing mathematical models, algorithms and solver 

technology 

 

 

2. Deep Learning for Music 

 

Supervisor: Christian Walder [Christian.Walder@data61.csiro.au]  

Deep learning methods are currently a hot topic in symbolic (as opposed to audio waveform) music 
modelling. Various algorithms have been developed which model note choices with some simplified 
representation of timing, such as a uniform temporal grid. 

In this project, we will develop a more general framework for modelling timing information. In 
particular, we will extend recent recurrent neural point process models [1] to a music specific 
setting. This project will involve understanding the formulation, and implementing software which 
realises it.  

You will need strong python programming skills as well as a high degree of numeracy, particularly in 
the domain probability / statistics. On the other hand, with enough motivation you will be able to 
pick this up as you go, and learn a lot in doing so. 

The software will be based in google's tensorflow framework for 
python: https://www.tensorflow.org  
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Background reading: 

[1] Nan Du et al., Recurrent Marked Temporal Point Processes: Embedding Event History to 
Vector, 2016. 

 

 

3. Evaluation of Algorithms for Prosthetic Vision 

 

Supervisor: Shaodi You [Shaodi.You@data61.csiro.au] 

Prosthetic vision is aiming to develop an electronic device which directly converts camera-captured 
image into retina stimulation, so that patients suffers from blindness can recover their vision and 
eventually enable them to recover the ability for navigation and interaction. Currently, the devices 
only able to present low resolution low dynamic range images. And thus algorithms which preserve 
contrast are desired. In this project, you will conduct systematically experiments to evaluate the 
existing contrast preserving algorithms. Both simulated experiments on computer and real 
experiments with user study will be included. If possible, we also encourage students to think about 
possible ways to improve existing methods after the evaluation. 

 

4. Learning Representations of Multiword Expressions 

 

Supervisor: Lizhen Qu, Gabriela Ferraro [Gabriela.Ferraro@data61.csiro.au] 

 
Multiword expressions (MWEs) are frequently used in languages such as English and German. Their 
diversity and contextual ambiguity impose severe obstacles to current natural language 
understanding (NLU) systems. For example, “Look up the skyscraper” may mean either “glance up at 
the skyscraper” or “consult the literature about the skyscraper”. The right choice of its meaning 
depends on the information in its context. Therefore, the target problem we have is to automatically 
construct proper representations of MWEs to encode the semantic meanings of MWEs. 
 
Recent advance of deep learning techniques demonstrates its strength in learning complex patterns 
and its strong generalisation power. Among diverse deep learning models, memory networks 
emerge as the most promising models for learning representations of MWEs due to their high 
capacities. Thus this project aims at modifying existing memory networks models for constructing 
representations of MWEs, and the quality of representations should be evaluated on benchmark 
datasets such as supersense tagging. 
 
You will get your hands dirty by using the popular deep learning toolkit Torch to implement the 
models. Along the way we hope you will learn basics of deep learning and natural language 
processing (NLP), as well as general methodologies of solving NLP problems in practice. 
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5. L0-norm Based Image Segmentation 

 

Supervisor: Shaodi You [Shaodi.You@data61.csiro.au] 

L0-norm is a non-continuous metric which is popular in recent image processing and computer 
vision. Especially, it allows generate a cartoon feeling image from a real-world image. In this project, 
student will be encouraged to implement a few existing L0-norm image filter algorithms. And 
specifically, student will be encouraged to explore utilizing L0-norm for better image presentation 
for navigation. That is, utilize the algorithm to convert the image to a cartoon feeling image with an 
emphasis of those objects which are essential for navigation. If possible, we also encourage student 
to think about possible ways to improve the existing L0-norm algorithm. 

 

 

6. Two-dimensional Bin Packing 

 

Supervisor: Philip Kilby [Philip.Kilby@data61.csiro.au]  

2D Bin-Packing is a classical optimisation problem: fit as many given 2D objects into a given 2D 
space. It has been studied since the 50’s, and pops up in various circuit design, warehousing and 
logistics problems. We have a very practical 2D packing problem to solve: given a set of pallets of 
various sizes, can they all fit in a given truck?  

We are solving these problems in the context of vehicle routing: give us a bunch of customers and 
some trucks, and we’ll tell you a routing for each truck that visits all your customers at minimum 
cost. Our interest is in allowing for a wide variety of practical constraints on the routes: weight limits, 
time windows, compatibility constraints and a bunch more. We would like to add packing constraints 
to the list.  

We would need code developed in C++ to answer a very particular question very quickly: Can the 
packages for a set of customers fit on a given truck? (We may or may not allow the packages to be 
rotated.) The research aspect here is that we are concentrating on speed. If the answer is obviously 
“yes” or “no”, we need that quickly. Otherwise, we will allow an approximate answer. The method 
must be sound (only answer “yes” if that is correct) but does not need to be complete: it is OK to 
sometimes answer “no”, even if that is not right, if that gives us a significant speedup. Almost all 
previous work has required both soundness and completeness. 

(If you crack that with time to spare, we’ll look at 3D packing as well!) 

We are using ideas from Constraint Programming and Metaheuristic Local Search to solve these 
problems. Along the way we hope you will learn some of these ideas and techniques, and about 
solving optimisation problems in practice. 
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